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Abstract—Tabular metadata (i.e., attributes in a table) iden-
tification and classification is a fundamental problem in large-
scale data management of structured corpora, especially for
complex tables rich in multi-level hierarchical metadata with
nesting. Medical, security, data science research literature, Web
tables, contain thousands of such complex tables, but often lack
or incorrectly label their complex metadata. In this work, we
describe an unsupervised, scalable, contrastive-learning approach
for classification of multi-layer, hierarchical metadata in such
tables. We compared it to the state of the art (SOTA) as well
as the latest Large Language Models (LLMs), such as OpenAI
GPT 3.5 and 4 with and without Retrieval Augmented Gener-
ation (RAG) on several large-scale heterogeneous datasets. We
outperform SOTA and LLMs in classifying horizontal metadata
(HMD) of deep levels (3-5) and for all levels (1-3) of vertical
metadata (VMD). For HMD levels 1-2, SOTA outperforms us
insignificantly, with a delta of ≈1%. LLMs with/without RAG
slightly outperform us with deltas of 4-5% in accuracy for HMD
level 1, but we significantly outperformed LLMs/LLMs+RAG
with delta up to 29% for all other levels 2-5 HMD and up to
87% delta for VMD.

Index Terms—Embeddings, Contrastive learning, Large-scale
Data management, Large Language Models

I. INTRODUCTION

Large-scale, heterogeneous datasets exist in a variety of
domains - on the Web, in medical research, education, gov-
ernment, etc. Some of such popular datasets are the Web
Data Commons (WDC) [1], the COVID-19 Open Research
Dataset (CORD-19) [2], and the Census Bureau [3]. Such
corpora exhibit a wealth of useful, differently structured data
originating from millions of sources. The variety of schemas
is observed not only among different sources, but also even
among tables on the same topic. For instance, two tables on the
same topic - e.g. Songs, Vaccine side effects, or Cancer therapy
efficacy, can have significantly different schemas in different
sources. This variability makes accessing structured data at
scale a very time consuming, labor-intensive process [4]–[11].
Additionally, some sources contain mostly relational tables,
whereas others, especially in domains such as medical, sci-
entific, finance, often employ more complex tables, featuring
hierarchical vertical and/or horizontal metadata with nesting
[12]. It introduces significant complexity in managing and
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accessing them and calls for advanced techniques for effective
identification of their complex metadata [13]–[17].

Metadata, in this context, refers to a set of attributes
that constitute the table’s schema (see Figure 1, marked as
Metadata) that define both its structure and content. These
attributes can be categorized into column-level (horizontal)
and/or row-level (vertical) metadata. In complex tables, both
vertical metadata (VMD) and horizontal metadata (HMD) are
present. Figure 1 (a) illustrates an example of such table having
1 level of HMD and 3 levels of VMD, both hierarchical, i.e.
consist of multiple rows/levels corresponding to subcategories.
For example, the data value “14,373” corresponds to the
“student enrollment” at “Binghamton” in the “State University
of New York”. To fully comprehend semantics of this value,
both HMD (“Student enrollment”) and VMD (“New York” →
“State University of New York” → “Binghamton”) have to be
recognized and interpreted as Metadata correctly. Similarly,
“New York” in Figure 1(a) is not merely a data value, but
a hierarchical VMD element having children/subcategories
(Universities and Cities in this case). VMD elements in a
table sometimes may have blanks cells in the preceding top
row (in the 1st row in this case). Such metadata, if interpreted
in isolation from the remaining table content, can be easily
misread as just a table cell value in a tuple. However, in
this table, “New York” serves as metadata (i.e. VMD attribute
name) rather than a basic data value, categorizing multiple
institutions and their respective cities in a hierarchy (columns
2 and 3 in Figure 1(a)). This semantic distinction is crucial
- failing to recognize it as metadata can lead to a partial
semantics loss of the remaining data in the table. Without
identifying the hierarchical structure of VMD, tuples lose their
contextual associations with each VMD. In Figure 1(a), tuples
2-28 fall under a three-level hierarchical VMD structure; VMD
level 1 (“New York”) appears only in row 2, while rows 3-28
have blank cells in this column. For example, if we consider
row 10 and mistreat VMD as just data, we would lose the
fact that “Stony Brook” belongs to “State University of New
York”, which in turn belongs to “New York”. Similarly, VMD
level 2 (“State University of New York”) spans rows 4-10,
but the attribute name is present only in row 4. If we extract
row 10 and treat the hierarchical VMD as data, then it would
appear as just an independent entity rather than as a part of



the “State University of New York”. In other words, these
hierarchical relationships would be lost. Misinterpretation of
VMD and/or HMD as data would make the remaining data
rows appear disconnected from an essential part of their
semantics; the key contextual information–such as university
affiliations or locations for most of them would be lost. There-
fore, recognizing and correctly classifying these hierarchical
metadata structures is key for correct data comprehension and
multiple downstream tasks in data analysis, table parsing, and
information extraction.

Due to the differences in structure and metadata variety,
accurate and scalable metadata annotation has emerged as a
hot topic of ongoing research [18]–[22]. Although state of
the art (SOTA) shows promising performance, the datasets
used for evaluation often comprise a relatively small number
of sources and are thus quite homogeneous - i.e. do not
exhibit a substantial variety of metadata found in large-scale
datasets composed of thousands of sources, which are truly
heterogeneous. The authors of each source have the liberty
to design their schemas, which leads to having a significant
variability in tables’ structure and metadata naming conven-
tion. Consequently, an algorithm or model that fits one source
often does not perform that well on other sources unless the
schemas are similar. To demonstrate that an approach scales
up to many diverse sources, the evaluation datasets should
include a variety of different heterogeneous sources [4], [6],
[8]–[11], [23], [24].

Here, we introduce a novel, unsupervised, scalable
contrastive-learning approach, suitable for classification and
annotation of metadata both in relational tables and tables
with hierarchical metadata and nesting [12], [25]–[31]. We
construct the centroid embedding vectors for tabular metadata
and data in the corpus and then calculate a series of angles
that allow us to annotate complex multi-level horizontal or
vertical metadata with high accuracy. To gauge scalability and
generality, we have evaluated it on 6 large-scale structured
datasets against SOTA [21], [22], [32] and 2 major LLMs with
and without Retrieval Augmented Generation (RAG) [33].

Our approach performs high accuracy VMD classification
(up to 96%) compared to 90.4% maximum of SOTA for 1st
and 2nd levels VMD combined and outperforms SOTA on
the remaining, deeper VMD levels. We outperform SOTA on
the HMD levels 2-5. LLMs without RAG slightly outperform
us with a delta of 4% in accuracy for HMD level 1, but we
outperformed LLMs with delta of 29% for levels 2-5 HMD
and up to 87% delta for VMD. Likewise, LLMs+RAG slightly
outperform us on HMD level 1 with a delta in accuracy of 5%,
while we outperform them with deltas up to 12% for HMD
levels 2-5, and up to 15% for VMD.

The rest of the paper is structured as follows. First, we de-
fine the terminology that we used throughout the paper. Then
we describe the methodology, followed by the experimental
study and evaluation. We finish with the related work and
conclusion.

II. PRELIMINARIES

Definitions 1, 2, and 4 have been taken verbatim from
our group’s publication [34]. Relational tables [35], have
the following properties: values are atomic, each column has
values of the same type, and each column has a unique label
(i.e., attribute name). The set of all attribute names is called
table schema or metadata.

DEFINITION 1 (METADATA). A set of attributes or do-
mains of a table, which constitutes a part of the table’s schema
[36]. Metadata can take a row/several rows (e.g., {“student
enrollment”,. . . , “Total civilians”} in Figure 1(a) marked as
Metadata Lev.1 HMD) or a column/columns (e.g., {“NEW
YORK”, “INDIANA”} in Figure 1(a) marked as Lev.1 VMD).

DEFINITION 2 (CELL). A value found at the intersection
of a row and a column in a table (e.g., “61” in Figure 1(a)
corresponding to row 2 and column 5, is the cell value). A
relational table has C*R cells total, where C is the number of
columns and R is the number of rows.

DEFINITION 3 (LEVEL). A row number counted from
the very first table row (that usually contains attributes). In
turn, Mxa1

...Mxan
are called metadata levels if an entire row

consists of metadata, and Dxa1 ...Dxan as data levels if an
entire row consists of data, where x and ai denote the level and
the cell’s index respectively. For example, in Figure 1(b), rows
1-5, numbered in red, constitute 5 metadata levels marked
as Metadata Lev.1-5 HMD, and the remaining rows represent
data levels. The same applies to columns, where the first two
columns with metadata, labeled in green, represent 2 metadata
levels marked as Metadata Lev.1-2 VMD, while the remaining
columns are data levels.

DEFINITION 4 (GENERALLY STRUCTURED TABLE). A
table, which metadata can be found not only in the top row
as in a relational table [36], but also in a column (usually
leftmost, see Figure 1(a), and (b)). Unlike in a relational table,
metadata may also span several rows or columns and exhibit
hierarchy (see Figure 1(b), and (c)). We refer to rows with
metadata - horizontal metadata (HMD) and denote them as
MHxy , where MH is short for “MetadataHorizontal”, x and
y represent the row/column indices respectively. We refer to
columns with metadata - vertical metadata (VMD) and denote
them as MVxy , where MV is short for “MetadataVertical”,
x and y represent the row/column indices respectively. A
generally structured table may have more than one horizontal
and vertical metadata row/column. Furthermore, metadata may
also exist in the middle of the table, called central horizontal
metadata (CMD) and denoted MCHxy , where MCH is short
for “MetadataCentral”, x and y represent the row/column
indices respectively. All data cells in the table are denoted
as Dxy , where D is short for “Data”, x and y correspond
to the row/column indices respectively. We also further refer
to such generally structured tables with hierarchical metadata
as non-relational tables for brevity. See Figure 1 for several
examples of such tables.

Given a heterogeneous, large-scale dataset consisting of
generally structured tables (GST) T = {T1, T2, . . . , Tn}, our



Fig. 1: Tables with Multi-level Hierarchical Metadata. (a) A table with 1 level of Horizontal Metadata (HMD) and 3 levels of
Vertical Metadata (VMD). (b) A table with 5 levels of HMD and 2 levels of VMD. (c) A table with 5 levels of HMD only.

objective is to effectively classify and annotate hierarchical
metadata for each table Ti. For this we learn a function
f : Ti → {HMD,VMD,D} that, given a table Ti, classifies
each table’s level (row or column) as HMD, VMD, or oth-
erwise as data. We employ a contrastive learning approach,
where the embedding vectors are generated for both the
metadata and data parts and further used as a basis for the
similarity measures.

Formally, we define the metadata classification problem as:

ŷl = f(Emb(Ti), l) (1)

where ŷl is the predicted label (HMD, VMD or D) for level
l, and Emb(Ti) is the learned embedding representation of
table Ti. To optimize our model, we employ a contrastive loss
function based on a Siamese network [37].

III. METHODOLOGY

Reliance only on SOTA supervised learning methods for
tabular metadata annotation necessitates large volumes of
labeled training data, getting which is expensive, labor inten-
sive, and prone to inconsistencies, such as non-standard or
erroneous labels.

To mitigate these concerns, we designed an unsupervised
contrastive-learning method, aiming to reduce dependency
on manual annotation and limitations [38]–[42]. It serves
to identify both similarities and dissimilarities between data

Fig. 2: Contrastive-learning Metadata Classification.

points (i.e. vectors corresponding to metadata and data in our
case) by comparing (contrasting) them to each other.

In our approach, we first, generate normalized vectors
for terms in a table using the pre-trained embeddings. Next,
the method involves identifying gaps in the angular distance
between the vectors corresponding to the data and metadata
rows. By doing so, we establish a relative measure of semantic
similarity, which can be used for accurate metadata identifica-
tion.



DEFINITION 5 (TERM EMBEDDING). A high-dimensional
vector representations of an individual term in our dataset
[43]–[45]. Each term is mapped to a vector in the corre-
sponding vector space, where proximity reflects the semantic
similarity between terms. As such, these embedding vectors
capture semantic similarity between terms learned from their
co-occurrence in different contexts. We use term embeddings to
represent terms from tables. For example, “Indiana” in Figure
1(a) will have a corresponding term embedding vector.

DEFINITION 6 (CENTROID). The arithmetic mean for a set
of vectors. For example, the centroid for metadata labeled as
“Metadata Lev. 1 HMD” in Figure 1(a) is obtained by calcu-
lating a summation of the embedding vectors corresponding
to all attributes marked with this label and dividing by the
number of attributes.

DEFINITION 7 (DEPTH). Number of levels or rows in a
table (e.g., the depth of the table in Figure 1(c) is 9). Depth
can also be calculated separately for metadata, e.g. the HMD
depth is 5 in Figure 1(c).

In the following sections, we delve deeper into the specifics
of our methodology, depicted in Figure 2. It enhances our
ability to understand heterogeneous, structured data better
in unsupervised manner. We compute term embeddings by
fine-tuning Word2Vec [46] and BioBERT embeddings [47],
followed by the calculation of centroids which capture the
characteristics of metadata and data. These centroids are
utilized in the classification phase. Angles between these
embeddings and the precomputed centroids are calculated and
compared with the specified ranges to classify each row or
column as data or metadata. By iterating over each row and
column in the classification phase, our algorithm not only
efficiently and accurately labels metadata in an unsupervised
manner, but also identifies its depth (the level) in a table.

A. Term Embeddings

The first step of our contrastive learning methodology is
the creation of term embeddings, a process integral to the
semantic analysis and representation of our tabular data.

Term embeddings provide a numerical representation of
the terms in our dataset, encapsulating their semantic rela-
tionships and linguistic context in a high-dimensional vector
space. We generate these embeddings using Word2Vec and
BioBERT models [44], [46], [47] that we fine-tune on our
datasets. See Figure 3 for a more detailed logic of this
process. BioBERT is a SOTA transformer-based model pre-
trained on large biomedical corpora, enabling it to capture the
nuances and terminologies of the biomedical domain more
effectively than other transformer models. Word2Vec is a
popular classic embedding model that is significantly faster to
train and use compared to transformer-based models, making
it a practical choice for generating term embeddings when
computational resources or time are limited. The combination
of BioBERT and Word2Vec allows us to leverage the strengths
of both models: the domain-specific of BioBERT and the
computational efficiency of Word2Vec.

Fig. 3: The Workflow for Generating Term Embeddings.

B. Calculating Centroid Vectors

DEFINITION 8 (AGGREGATED LEVEL). A summation of
the embedding vectors [48], [49] corresponding to all terms
in each metadata or data level of a table, i.e.

∑n
i=0 Mxi or∑n

i=0 Dxi respectively, where x and i denote the table’s level
and cell position, respectively. For example, we can calculate
such summation of embedding vectors corresponding to all
attributes marked as “Metadata Lev. 1 HMD” in Figure 1(a).

A crucial component of our methodology is the calculation
of centroids and the aggregated vectors [48], [49] for data
and metadata, which serve as essential reference points for
understanding the typical angular distances between metadata
and data. The centroids are calculated for three different
settings: Metadata (CMDE), Data-Data (CDE), and Metadata-
Data (CMDE−DE). To calculate centroids in unsupervised
manner, we used a subset of our datasets that has markup for
metadata in the HTML tags. The tags are not 100% accurate
and also are absent for the majority of tables (especially for
VMD and deeper HMD levels). Despite this, at scale this
bootstrapping method allows to create a good approximation
of such aggregated and centroid vectors that if used in our
contrastive learning method can yield impressive results. The
script labels HMD using tags like <thead>, <tr>, <th>, and
labels data using <tbody>, <tr>, <td>. For VMD labeling, it
checks for bold tags/attributes or empty space characters in the
first column of <td>tags. We used the corresponding labeled
data to bootstrap the contrasting learning approach during
the training phase by pre-calculating the metadata and data
centroids. In some datasets such partial HTML tag markup
may not be available (e.g., in SAUS [23] and CIUS [23]). In
that case, we used the first row/column instead to calculate the
metadata centroids. In the classification phase, we use these
centroids and pass the entire table row-wise or column-wise
to distinguish different levels of metadata without using any
labeled data, thus ensuring no human supervision is needed.

DEFINITION 9 (METADATA TERM). An individual term
from metadata - MDi ∀i = 1..n, where i is the index of the
term (e.g., “Indiana” in Figure 1(a) is the metadata term).

DEFINITION 10 (DATA TERM). An individual term from a
part of the table having data (i.e. not metadata) - Di ∀i = 1..n,
where i is the index of the term. For example, a cell value
“19,639” in row 2, column 4 in Figure 1(a) is the data term.

DEFINITION 11 (METADATA CENTROID). The Metadata



Centroid (CMDE), corresponds to the range of angles across
all metadata term embeddings corresponding to MDi for all
i in each metadata level. At each metadata level of the table,
the embedding vectors of Metadata terms are aggregated.
The minimum and maximum angles among all such vectors
are then computed to calculate CMDE , as shown in equa-
tion 2. This range represents the angular difference between
embeddings corresponding to the metadata rows, helping to
distinguish metadata rows in a new, previously unseen table.

CMDE = [min(angle(mi,mj)),max(angle(mi,mj))] (2)

where mi and mj are two aggregated metadata level vectors,
i, j ∈ (1,Mn), Mn is the maximum metadata level in a table
and angle(mi, mj) represents the angle between the metadata
aggregate level vectors mi and mj .

DEFINITION 12 (DATA-DATA CENTROID). The Data-
Data Centroid (CDE) represents the range of angular dis-
tances among the aggregated data term embeddings. It is
computed by aggregating the embedding vectors of data terms
at each level, and then determining the minimum and max-
imum angles between these aggregated vectors. This range
represents the observed angular difference between data rows
among all tables.

CDE = [min(angle(di,dj)),max(angle(di,dj))] (3)

where, di and dj are two aggregated data level vectors, i, j ∈
(1, Dn), Dn is the maximum data level in a table and angle(di,
dj) represents the angle between the aggregate vectors of di
and dj of a table.

DEFINITION 13 (METADATA-DATA CENTROID). The
Metadata-Data Centroid (CMDE−DE) represents the range
of angles observed between all the metadata term embeddings
and data term embeddings among all tables. First, at every
metadata and data level, the embedding vectors of metadata
and data terms are aggregated respectively. Next, the minimum
and maximum angles are determined to calculate CMDE−DE .

CMDE−DE = [min(angle(mi,dj)),max(angle(mi,dj))] (4)

where, mi and dj are two metadata and data level vectors,
i ∈ (1,Mn), Mn is the maximum metadata level in a table,
j ∈ (1, Dn), Dn is the maximum data level in a table and
angle(mi, dj) represents the angle between the aggregated
metadata and data level vectors. This range provides a refer-
ence point for distinguishing metadata from data in previously
unseen tables.

By calculating these ranges, we are creating the reference
points for typical angular distances between the aggregated
metadata and data embedding vectors. These references are
valuable for accurate identification and classification of meta-
data in unsupervised manner. The centroids are calculated
during the training phase and subsequently used during the
classification phase. To calculate the cosine similarity between
two embedding vectors a⃗ and b⃗ we use the formula [50]:

cos(Θ) =
a⃗ · b⃗

∥a⃗∥∥⃗b∥
(5)

where a⃗ · b⃗ =
∑n

i=1 aibi is the dot product of the two
vectors, ∥a⃗∥ =

√∑n
i=1 a

2
i is the magnitude (Euclidean norm)

of vector a⃗, and ∥⃗b∥ =
√∑n

i=1 b
2
i is the magnitude (Euclidean

norm) of vector b⃗.

C. Angle Calculation

Calculation of angular distances is the crux of our method-
ology. We create embedding vectors for each term in our
dataset. As an inherent property of embedding vectors, the
angle between them corresponds to the degree of similarity or
difference. Angles are used as key measures to differentiate
parts of a table, specifically multi-level metadata and data. The
angles are calculated for three distinct scenarios: Metadata-
Metadata (∆MDE), Data-Data (∆DE), and Metadata-Data
(∆MDE−DE).

DEFINITION 14 (∆MDE ). The Metadata-Metadata Angle,
denoted as ∆MDE , represents an angle calculated between
the aggregated level vectors of two metadata rows. For each
table, we calculate the summation of term embeddings at
each metadata level to form the aggregate vectors. The angle
between such vectors at different metadata levels reflects their
semantic similarity.

∆MDE = cos−1

(
mi ·mj

∥mi∥∥mj∥

)
(6)

where mi and mj are two aggregated metadata level vectors.
DEFINITION 15 (∆DE ). The Data-Data Angle, ∆DE ,

represents the angle calculated between the aggregated level
vectors of two data rows. We compute term embeddings for
data terms for each table and their summation for each
data row to form aggregated vectors. We then calculate the
angles between such vectors at different data levels. This angle
between different data levels reflects their semantic similarity.

∆DE = cos−1

(
di · dj

∥di∥∥dj∥

)
(7)

where di and dj are two aggregated data level vectors.
DEFINITION 16 (∆MDE−DE ). The Metadata-Data An-

gle, denoted as ∆MDE−DE , is an angle between metadata
and data aggregated level vectors. For each table, we compute
term embeddings separately for metadata and data. These
embeddings are summed at their respective levels, producing
metadata and data aggregated level vectors. Then we compute
the angle between these vectors, which signifies the semantic
difference between metadata and data in a table, key in
distinguishing metadata from data.

∆MDE−DE = cos−1

(
mi · dj

∥mi∥∥dj∥

)
(8)

where mi and dj are the aggregated metadata and data level
vectors.

The calculations of these angles and centroids in the
previous section equip us with valuable metrics to differentiate



between metadata and data in complex generally structured ta-
bles. The angle (or cosine similarity, equation 5) between cen-
troids and vectors measures the degree of semantic similarities
between data terms in the embedding space. Angular distance
as well as cosine similarity is a stable, well-established metric
broadly used in research community, especially in embedding-
based solutions for clustering and classification [51]–[55].
The advantage of using cosine similarity is that, it is not
sensitive to the size of rows/columns in a table unlike other
methods [54]. If we use only the magnitude of vectors without
the angular distance, then even two rows/columns with very
similar content can still exhibit a significant difference in their
vectors magnitude. Other similarity metrics, such as Euclidean
distance [56], measure the absolute distance between two
vectors in a vector space and are sensitive to the vector’s
magnitude, i.e. two vectors that should be close (semantically),
but have different magnitude might appear far apart. Jaccard
similarity [57] is designed for set similarity and measures the
direct overlap of elements between two sets, which is different
from vector semantic similarity. Summation of embedding
vectors is a common practice in embedding-based models [48],
[49] due to its effectiveness in aggregating/combining different
several components to capture the complete semantics in one
vector. Concatenation of several vectors capturing different
aspects of the data into a single vector is another common
practice [58], [59]. It increases the resulting vector dimen-
sionality, and preserves all individual features without any
loss of information. On the other hand, summation maintains
the original dimensionality, but blends the information from
different vectors. It is more computationally efficient and
memory friendly as well as resulted in excellent performance
of our models, so we chose it over more computationally
intensive concatenation [58], [59].

D. Contrastive Learning-based Metadata Identification

Fig. 4: Contrastive Learning.

This section delves into our process for categorizing each
row and column of the table as metadata or data, leverag-
ing the angle and centroid concepts defined in the previous
sections. Figure 4 illustrates schematically the contrastive
learning approach [37]. During classification, each evaluated
pair consists of a “target” row/column and either a “positive”
or a “negative” row/column. A (Target, Positive) pair exhibits
closer aggregated row/column embeddings (e.g., two header

rows or data rows), while a (Target, Negative) pair has farther
aggregated row/column embeddings (e.g., a header row paired
with a data row, or vice versa). The angle between positive
pairs is minimized (indicating maximum similarity), whereas
the angle between negative pairs is maximized (indicating
minimum similarity). We use the dot product as the similarity
function, following previous work [12], [60].

1) Identification of Horizontal Metadata (HMD): For
identifying HMD, we consider each row of the table in a
sequential manner. We start by calculating the angle between
the first row and the aggregated vectors for data and metadata
pre-calculated together with the centroids during the boot-
strapping process. It is labeled with the label corresponding
to the closest aggregated vector. Next the angle between the
first and the second row is measured and if the resultant
angle falls within the centroid range corresponding to metadata
(CMDE), the second row is classified as metadata, otherwise
if the angle exceeds the metadata centroid range and falls into
the metadata-data centroid range (CMDE−DE), the ensuing
row is classified as data. This specific shift in the angle range
delineates the transition from metadata to data, simultaneously
allowing us to ascertain the depth of the HMD. We then
proceed to the remaining rows, maintaining the process of
calculating the angle between the current and the succeeding
row under consideration and classifying in the same manner.
To illustrate this process, consider Figure 1 (a), where both
HMD and VMD are explicitly labeled. We begin with the first
row (row1) and compute its angle with the reference meta-
data row (rowmref ) and the reference data row (rowdref ),
both marked during bootstrapping. ∆row1−rowmref

∈ CMDE ,
while ∆row1−rowdref

/∈ CMDE−DE or CDE . Consequently,
row1 is marked as metadata and the metadata depth is updated
to one. ∆row1−row2

∈ CMDE−DE classifying second row as
data, thus keeping the metadata depth at one. For the remaining
rows, ∆rowi−rowj

∈ CDE , classifying them as data, where
i ∈ {2, . . . , j − 1} and j is the index of the last row.

2) Identification of Vertical Metadata (VMD): The iden-
tification of VMD follows a similar process to that of HMD.
However, in this case, the analysis is transposed to consider
columns rather than rows. We calculate the angle between
each column and the subsequent column, verifying whether the
angle falls within the appropriate centroid range. Depending
upon whether the angle aligns with the metadata centroid
range or the metadata-data centroid range, we proceed to label
the column as metadata or data, respectively. To illustrate
this process, consider Figure 1 (a), where both HMD and
VMD are explicitly labeled. We begin with the first column
(col1) and compute its angle with the reference metadata
column (colmref ) and the reference data column (coldref ),
both marked during bootstrapping. ∆col1−colmref

∈ CMDE ,
while ∆col1−coldref /∈ CMDE−DE or CDE . Consequently,
col1 is marked as metadata and the metadata depth is updated
to one. ∆col1−col2 ∈ CMDE and ∆col2−col3 ∈ CMDE classify
the second and third columns as metadata, updating the
metadata depth to three. ∆col3−col4 ∈ CMDE−DE classifying
col4 as data. For the remaining columns, ∆coli−colj ∈ CDE ,



Algorithm 1: Metadata classification in Generally
Structured Tables (GST).

Input: Generally Structured Table T
Output: Labeled rows and metadata depth

1 Convert terms in T to embeddings E using Word2Vec
or BioBERT

2 Calculate Centroid ranges for metadata (CMDE),
metadata-data (CMDE−DE) and data-data (CDE)

3 for each row ri in T do
4 for each row rj in T where j > i do
5 Compute angle ∆ij between rows ri and rj
6 if ∆ij in CMDE then
7 Label rj as metadata
8 end
9 else if ∆ij in CMDE−DE then

10 Label rj as data
11 Break
12 end
13 end
14 end
15 Repeat the process for columns to identify vertical

metadata
16 return Labeled rows and depth of metadata

classifying them as data, where i ∈ {4, . . . , j − 1} and j is
the index of the last column.

Above, we discussed our unsupervised algorithms to iden-
tify both horizontal and vertical metadata in complex generally
structured tables at scale. Algorithm 1 encodes the steps,
starting from creating embeddings, to calculating Centroid
ranges, angles, and labeling rows and columns based on their
calculated angular distances to Centroids. By iterating over
each row and, subsequently, over each column, the algorithm
can not only effectively label, but also determine the depth of
metadata in unsupervised manner.

IV. EXPERIMENTAL EVALUATION

In this section, we describe the experimental evaluation
of our unsupervised contrastive learning approach on 6 large-
scale datasets.

A. Infrastructure

We ran our experiments on a cluster of servers with Intel
Xeon CPUs, from 192GB to 1TB of RAM, 10TB disk space
each. BioBERT [47] was fine-tuned using PyTorch framework;
Word2Vec [46] - using Gensim.

B. Datasets

To compare to SOTA, we used 6 large-scale datasets.
• CORD-19 [2]: The CORD-19 dataset is a collection of

papers related to SARS and MERS viruses [2]. Tables
used in the papers are extracted from PDF and stored in
JSON format. CORD-19 has ≈ 130K medical generally

structured tables abundant in HMD and VMD, both
regular and hierarchical.

• CKG: CKG is extracted from medical publications (up
to 2022) on COVID-19, obtained via PubMed.com. It
contains 0.82 million papers and 1.4 million tables. The
tables exhibit both VMD and HMD.

• CIUS [61]: The CIUS dataset is from the Crime In the US
(CIUS) database and consists of 1,050 tables, including
information about crime offenses.

• SAUS [61]: The 2010 Statistical Abstract of the United
States (SAUS) comprises 1,368 tables which can be
downloaded from the U.S. Census Bureau. It covers
a variety of topics, including finance, business, crime,
agriculture, and health care.

• Web Data Commons (WDC) [1]: This dataset consists
of more than 100M Web tables (more than 15M in
English) from 265K sources, including information about
their source URL, table type, and text before and after
the table. The tables are from a variety of domains,
including scientific, news articles, product information,
and many others. We took a subset of 100K tables for
our experiments.

• PubTables-1M [32]: This dataset contains nearly 1 mil-
lion tables from scientific articles in the PubMed Central
Open Access database.

C. Training Embedding Models

To create term embeddings, we took the vocabulary and
pre-trained embedding weights from BioBERT and fine-tuned
it on our training datasets. The configuration of BioBERT
is aligned with the BERTBASE model [44], which uses a
768-dimensional space for embedding. We ran training for
50,000 steps, with a batch size of 12, and a learning rate of
2 × 10−5 for 3 days. The training set is comprised of table
tuples/rows. We tokenize, embed, encode each tuple and use
fixed maximum sequence length of 512 as described in [47].
We add [CLS] at the start of each row and [SEP] between
the cells [47]. We also trained Word2Vec embedding model
[46] on our datasets with embedding dimensionality 300, the
context window of size 3 before and after the target word,
minimum count of 1 for word inclusion. We did experiments
with several embedding dimensions and found no notable
performance difference when using the embeddings trained
with the dimension more than 300. However, the slowdown
in training time was significant so we chose 300 as optimal
dimensionality.

D. Baseline Methods

We compare our method to 3 well-known SOTA ap-
proaches for table header detection and classification.

• Pytheas [21] is a method for classifying lines in a CSV
file into header, data and subheader, using fuzzy logic
(see Related Work). Their approach achieves 95.13%
precision for HMD level 1 (on their datasets) and 88.14%
“subheader” precision (CMD according to our definitions,
not the deeper levels of HMD), but does not support



TABLE I: Centroid and Angles for Identifying Levels 2-5 of Horizontal Metadata. MDL - Meta Data Level.

Dataset MDL CentroidMDE,DE CentroidDE,DE CentroidMDE,MDE ∆1MDE,2MDE ∆2MDE,DE

CKG Lev. 2 65 to 75 25 to 35 15 to 45 37 62
CORD-19 Lev. 2 60 to 75 20 to 35 25 to 45 29 58

CIUS Lev. 2 55 to 65 24 to 35 25 to 40 32 60
SAUS Lev. 2 56 to 66 26 to 35 20 to 40 38 65

Dataset MDL CentroidMDE,DE CentroidDE,DE CentroidMDE,MDE ∆2MDE,3MDE ∆3MDE,DE

CKG Lev. 3 50 to 65 25 to 35 25 to 45 40 61
CORD-19 Lev. 3 51 to 60 20 to 35 30 to 42 33 58

SAUS Lev. 3 50 to 58 26 to 35 20 to 35 35 55
Dataset MDL CentroidMDE,DE CentroidDE,DE CentroidMDE,MDE ∆3MDE,4MDE ∆4MDE,DE

CKG Lev. 4 45 to 50 25 to 35 20 to 40 40 65
CORD-19 Lev. 4 46 to 51 20 to 35 30 to 42 40 46
Dataset MDL CentroidMDE,DE CentroidDE,DE CentroidMDE,MDE ∆4MDE,5MDE ∆5MDE,DE

CKG Lev. 5 55 to 65 25 to 35 20 to 30 40 65

TABLE II: Centroid and Angles for Identifying Level 1 HMD.

Dataset CentroidMDE,DE CentroidDE,DE ∆MDE,DE

CORD-19 60 to 75 25 to 35 65
CKG 65 to 75 25 to 35 65
WDC 65 to 75 20 to 35 60
CIUS 75 to 98 24 to 35 90
SAUS 60 to 70 26 to 35 60

PubTables 70 to 85 35 to 40 75

TABLE III: Centroid and Angles for Identifying Level 1 VMD.

Dataset CentroidMDE,DE CentroidDE,DE ∆MDE,DE

CORD-19 45 to 62 27 to 35 52
CKG 45 to 60 25 to 35 55
WDC 45 to 65 25 to 35 50
CIUS 40 to 60 24 to 35 55
SAUS 40 to 60 26 to 35 50

VMD classification (Table V) and does not distinguish
between HMD levels, so we cannot fully compare to it.

• [22] adopts a Random Forest classifier to detect and
classify table headers. However, the authors do not pro-
vide the publicly available code, hence we were unable
to evaluate their method on our datasets and include the
results along with other methods in Table V. Tables in
their datasets contain VMD up to 2 levels and HMD up
to 3 levels. Their reported accuracy on their datasets -
92% for HMD (monolithically, without identifying any
separate levels), 90.4% for VMD (again monolithically).

• Table Transformer (TT) [32] is a deep learning model
based on object detection that recognizes tables from
images. One of its subtasks is Table Structure Recognition
(TSR), which identifies a table’s structure using six object
classes: table, table column, table row, table column
header, table projected row header, and table spanning
cell. It does not distinguish between HMD levels and
does not support VMD classification (Table V), so we
cannot fully compare it to our results.

E. Evaluation Metric

We evaluated the performance of our approach for meta-
data classification using the accuracy metric [62], [63].

Accuracy =
TP + TN

TP + TN + FP + FN
, (9)

where TP , TN , FP , and FN denote the true positives, true
negatives, false positives, and false negatives, respectively, as
explained in more detail in [62].

F. Results and Analysis

The experimental results are summarized in Table V. Our
approach outperforms SOTA on all large-scale datasets on
location and classification of VMD at any level (3 was the
deepest hierarchy level found in all datasets). The centroid and
angles calculated for each dataset are summarized in Tables
I–IV.
Identifying Horizontal Metadata (HMD): Figure 6 compara-
tively illustrates performance our method for HMD classi-
fication across 6 datasets for 5 levels of HMD. We noted
that deeper-level metadata beyond 1-2 is less common, but
is abundant in our datasets.

Given the ubiquity of level 1 HMD, we conducted ex-
periments for its detection across all six datasets. Our ap-
proach involved computing metrics, such as CentroidMDE, DE,
CentroidDE, DE, and CentroidMDE, MDE, along with ∆1MDE, DE.
As previously defined, centroids provide insights into the
average relative angular position of metadata versus data.
Additionally, the calculated angles between different metadata
levels are used to infer the hierarchical relationship between
metadata levels as well as the boundary between data and
metadata. The centroids and angles are calculated separately
for each dataset.

For the identification of level 2 HMD, we employed similar
centroid measurements as in level 1 HMD experiments, but
adjusted the angle calculations to reflect the different level
of hierarchy, including ∆1MDE, 2MDE and ∆2MDE, DE. Notably,
the WDC dataset was excluded from this experiment due the
sparsity of high quality tables in English with level 2 and
deeper-level HMD in it.

In the case of level 3 HMD identification, we computed
angles between level 2 and level 3 HMD, and between level
3 HMD and Data—∆2MDE, 3MDE and ∆3MDE, DE. Figure 5
illustrates an example for a table in CKG dataset.



Fig. 5: A Sample Table with the Classified HMD (Levels 1-3), Centroids, and Deltas.

For level 4 HMD, the experiments utilized two datasets,
CORD-19 and CKG, with each dataset having ≈ 1K tables
with HMD level 4. We calculated the angles between level
3 and level 4 HMD, as well as between level 4 HMD and
Data—∆3MDE, 4MDE and ∆4MDE, DE.

Level 5 HMD is relatively rare, but still exists, especially
in medical research literature. Our experiment was conducted
on CKG dataset, with ≈100 tables having HMD level 5. The
angle measurements taken were between level 4 and level 5
HMD, and between level 5 HMD and Data—∆4MDE, 5MDE and
∆5MDE, DE.
Identifying Vertical Metadata (VMD): We conducted a series
of experiments focused on identifying VMD at different
columnar depth. The deepest hierarchy level we found in
VMD in all our datasets was three. Figure 7 comparatively
illustrates performance of our methods for VMD identifica-
tion up to level 3, across 5 datasets. For the identification
of VMD we employed similar centroid calculations as in
HMD described above i.e. CentroidMDE, DE, CentroidDE, DE,
and CentroidMDE, MDE. The first experiment was to identify
level 1 VMD. Given the absence of a preceding metadata
level in this case, the angle between metadata levels is not
applicable. We computed the angle between level 1 VMD
(first column) and Data column(second column)—∆1MDE, DE.
The centroid and angle calculated for this experiment are
summarized in Table III. Next, we aimed to identify level
2 VMD. This involved assessing the relationship of level 2
metadata with the level 1 metadata and the data—∆1MDE, 2MDE
and ∆2MDE, DE. Finally for the identification of level 3 VMD,
the angle calculated was between level 2, level 3 metadata, and
data—∆2MDE, 3MDE and ∆3MDE, DE. The centroid and angle
calculated for VMD levels 2-3 are summarized in Table IV.
Analysis: From the experimental results in Table V, we ob-
serve that our method effectively identifies complex multi-level
horizontal and vertical metadata across six datasets of varying
complexity, demonstrating its adaptability to heterogeneous
data sources as well as scalability. Our approach achieves
high-accuracy on VMD classification, reaching up to 96%,
compared to the SOTA maximum of 90.4% reported by [22],
but only for two first levels of VMD combined. Our method

Fig. 6: Accuracy of HMD Detection, Levels 1-5.

Fig. 7: Accuracy of VMD Identification, Levels 1-3.

significantly outperforms SOTA on the remaining, deeper
VMD levels, whereas Pytheas [21] and Table Transformer [32]
do not support VMD classification at all.

For HMD level 1, Pytheas achieves a slightly higher
accuracy than our approach, with an accuracy delta of ap-
proximately 3%. However, we surpass all baselines for all



TABLE IV: Centroid and Angle Calculations for Identifying Levels 2-3 of Vertical Metadata. MDL - Meta Data Level.

Dataset MDL CentroidMDE,DE CentroidDE,DE CentroidMDE,MDE ∆1MDE,2MDE ∆2MDE,DE

CORD-19 Lev.2 45 to 62 25 to 35 35 to 45 38 45
CKG Lev. 2 45 to 60 20 to 35 30 to 42 40 46
CIUS Lev. 2 40 to 60 24 to 35 25 to 40 38 45
SAUS Lev. 2 40 to 60 26 to 35 25 to 40 35 40

Dataset MDL CentroidMDE,DE CentroidDE,DE CentroidMDE,MDE ∆2MDE,3MDE ∆3MDE,DE

CORD-19 Lev. 3 45 to 62 26 to 36 24 to 32 37 52
CKG Lev. 3 45 to 60 25 to 35 20 to 30 35 50
CIUS Lev. 3 40 to 60 24 to 35 20 to 30 35 50

TABLE V: Accuracy in % for Identifying Levels 1-5 of
HMD/Levels 1-3 of VMD. In Meta Data Level the subscript
indicates the level/depth. A ‘-’ indicates that the method does
not distinguish between different levels of Metadata and does
not support VMD classification. TT - Table Transformer.

Dataset Meta Data Level Pytheas TT Our method
CORD-19 HMD1/VMD1 98/- 88.3/- 95/95

HMD2/VMD2 94/89
HMD3/VMD3 90/86.8

HMD4 89
CKG HMD1/VMD1 98/- 84.2/- 95/96

HMD2/VMD2 95/90
HMD3/VMD3 90/87

HMD4 89
HMD5 85

WDC HMD1/VMD1 96/- 83.1/- 94.5/95
CIUS HMD1/VMD1 98/- 87.5/- 92/94

HMD2/VMD2 90/90
VMD3 86

SAUS HMD1/VMD1 96/- 87.6/- 90/92
HMD2/VMD2 90/88

HMD3 80
PubTables HMD 98/- 91.2/- 92

remaining HMD levels 2-5. More importantly, the baselines
do not distinguish between different HMD levels at all as
well as require supervision. These results indicate that our
proposed contrastive learning approach is particularly effective
in identifying deep levels of hierarchical metadata, where
SOTA supervised methods tend to fall short. SOTA solutions
do not explicitly separate VMD and HMD or classify multi-
layer hierarchical metadata in complex non-relational tables,
making it difficult to query such tables correctly (i.e. according
to their schema) and limiting the user’s ability to understand
the structural intricacies of such tables. Accurate identification
of both HMD and VMD is essential for fine-grained structural
query processing, correct data access, and efficient structural
search. Without this, valuable structural information is lost,
impacting query processing and all downstream tasks relying
on table schema, such as question answering on tables, data
analysis, information extraction, data fusion, and many other.
Our method addresses these challenges by enabling precise
hierarchical metadata identification, thus avoids hindering per-
formance as noted above.

G. RunTime

We measured the training and inference times on a 40-core
Intel Xeon E7-4870 2.40 GHz CPU with 192GB of RAM.

Training: The training on 200K tables (see Section IV-B)
took ≈ 3 days. To compare, Pytheas took ≈ 1.5 days, while
Table Transformer took ≈ 2 days on the same hardware.
Notably, these baselines rely on manual annotation, which
takes additional time and incurs cost, hence total duration
will be significantly longer as well as will have an additional
expense for annotation compared to our approach.
Inference: The inference runtime for both our method and
the baseline methods scales approximately linearly with the
dataset size. Pytheas processes files at 0.021 sec per column,
per row, i.e. for a table with 5 columns and 10 rows, it
takes 1.05 sec. Table Transformer averages 1.56 sec per table,
whereas our approach takes on average 1.8 sec per such table.
Although our method has additional computational overhead
due to embedding-based processing, both baselines and our
approach scale linearly as the dataset size increases.
Hybrid solution: To further improve efficiency, one can first
apply SOTA techniques to identify metadata in simpler re-
lational tables (i.e., those with a single level of HMD), and
then, for the remaining tables employ our approach, where
accurate classification of Bi-dimensional hierarchical metadata
(i.e, HMD, VMD with multiple levels exhibiting hierarchical
relationships, as shown in Figure 1) justifies the additional
expense.

H. LLMs for HMD and VMD classification

Dataset: Due to the very high cost (especially GPT-4)
to experiment with all datasets, we had to pick a good
representative example. CKG dataset contains various types
of tables with different levels of HMD/VMD. We selected
a random sample from the CKG, each representing different
levels/depths (see Def 7) of HMD and VMD.
Pre-processing: The tables were pre-processed to standardize
the format before being input into the GPT-based automated
labeling system. Pre-processing included aligning rows and
columns, and removing any corrupt or unreadable data.
Input Format to the LLM: The LLM receives table data input
in a standardized CSV (Comma-Separated Values) format,
typical for database and spreadsheet applications.
LLM setup: We configured the LLMs (GPT 3.5 and 4) [64],
[65] as an automated system capable of understanding and
processing table data, with the specific task of emulating
the capabilities of a database administrator skilled in label-
ing tables into HMD, VMD, and Table Data. For this, we
feed the system-level message via the LLM’s API describing



its expected behavior as:“You are a helpful assistant who
understands table data. The general table structure is as
follows: HMD generally includes the first row, but can extend
to multiple rows depending on the table structure; VMD
consists of the vertical headers, which may include one or
more columns; any remaining rows/columns are classified as
Table Data”. This explicit definition of the LLM’s role with
information on the general structure of tables allows it to
understand generally structured table structure and perform
the task submitted by the user in the next step.
Interaction with the LLM: We interact with the LLM by sub-
mitting a request to label the provided table. We specify the
request through a structured prompt by detailing the total
number of rows and columns (optional), followed by the data
entries formatted as plain text or CSV. An example prompt
would be: “I am giving you table data. Please provide labels
for HMD, VMD, and Data, i.e., what each row belongs to.
Below are my rows for the table. It has 9 rows and 6 columns
followed by the ‘Table data’ ...”.
LLM Response to User Prompt: Upon receiving the user
prompt with the table data, the LLM performs labeling and
provides the labels. For a table with three columns and
multiple rows, the system might output the following labels:
“HMD: ‘Row 1: Column1, Column2, Column3’ VMD: ‘Col-
umn1, Column2’ Table Data: All data entries from Row 2
onwards under each column”.

To summarize, LLMs slightly outperform us with a delta
of 4% in accuracy for HMD level 1, but we outperformed
LLMs with delta of 29% for all other levels 2-5 HMD and up
to 87% delta for VMD (see Table VI).

We also gained the following insights from our experi-
ments. LLM has difficulties correctly classifying HMD and
VMD containing numbers (decimals, floating numbers, or
percentages) and misclassify them as Table Data rather than
metadata. However, the LLM’s response is not consistent in
this case. It can recognize these as HMD if the numbers
are enclosed in parentheses or associated with keywords like
‘total’, ‘number of’, or ‘percentage’. LLM struggles with
accurately identifying CMD (located in the middle of the
table). Additionally, LLM occasionally misidentifies ranges
as HMD, and the accuracy of this detection varies. There
are also instances where the same HMD label is duplicated,
erroneously suggesting that the LLM has correctly identified
multiple levels of metadata. In some cases, attributes from the
first level of headers are incorrectly split and assigned to the
second level.

I. Using LLMs+RAG for HMD and VMD Classification

We also conducted experiments using Retrieval-
Augmented Generation (RAG) to enhance the quality
of LLM responses. We used PubMed API to submit a RAG
query [33] to PubMed.com to identify articles containing
tables with a variety of formats and structures that are similar
or relevant to the user’s query. The results documents are
in XML format. We parsed XML to get HTML code for
the tables. These retrieved tables in HTML sometimes have

HTML tags that tag HMD, which would help LLM to correct
its mistakes. The reason for using PubMed.com is that the
tables in our CKG dataset, which we input into the LLM, are
sourced from the articles published on PubMed.com. When
a user submits a table through the structured prompt that
we have implemented, the RAG system fetches such table
(if it exists) from our database. This table with its HTML
code is then fed into the LLM along with the initial query.
We can see from the results that such RAG improves LLM’s
performance.

LLM+RAG outperforms LLM on identifying level 2 HMD
by a significant delta of 12% on CKG (Table VI). LLM+RAG
again outperforms LLM with a large delta 15% on CKG to
identify level 3 VMD where, accuracy was 0% without RAG.
LLMs+RAG slightly outperform us on HMD level 1 with a
delta in accuracy of 5%, while we outperform it with deltas
up to 12% for HMD levels 2-5 and up to 15% delta for VMD.

TABLE VI: Accuracy in % for identifying HMD/VMD on
CKG dataset. In Metadata Level subscript indicates the level.

Metadata Level GPT3.5 GPT4 RAG+GPT4
HMD1/VMD1 98/52 99/70 100/81
HMD2/VMD2 60/16 70/50 82/56
HMD3/VMD3 60/0 66/0 75/15

HMD4 60 60 70
HMD5 60 60 68

V. RELATED WORK

Accurate, scalable, generalizable Metadata location and
classification in Web Tables, CSV files, tables extracted from
scientific publications, and other large-scale structured corpora
is gaining momentum in the Data Management and Science
communities [18], [21], [22], [66], [67]. It is due to both
the fundamental nature of Metadata and its being of critical
importance for many downstream data management tasks.
Several studies have primarily focused on developing efficient
techniques for categorizing metadata based on multiple criteria
and features. Some of the recent work utilizing the supervised
and unsupervised learning approach is discussed below.

Pytheas [21] proposed a supervised line classification
system for CSV files that uses fuzzy logic to determine
whether a field is data or not. It operates in two phases: an
offline (training) phase, where it learns rule weights, and an
online (inference) phase, where it assigns confidence scores to
lines. Evaluated on two manually annotated datasets, Pytheas
achieved 95.6% accuracy in table row classification (for both
data and HMD rows combined, so it cannot be directly com-
pare with our HMD classification accuracy); 95.13% precision
for HMD level 1, and 88.14% precision for “subheader” (CMD
according to our definitions, not the deeper levels of HMD).
However, it does not support VMD classification or deeper
HMD levels (2-5). While Pytheas slightly outperforms us on
HMD level 1 (by 0.18%), its evaluation on only two sources
limits claims about its scalability to datasets composed from
many sources [25], [68]. The authors in [22] use Random
Forest to detect and classify table headers, proposing two



heuristic strategies to separate data from the header. They use
the first row and column as baseline headers, achieving 92%
accuracy for HMD level 1-3 combined and 90.4% for VMD
level 1-2 combined. We outperform them on VMD, match
or exceed their performance on HMD level 1-3 across all
datasets except SAUS, and outperform them on HMD level
4-5. Several studies have explored supervised algorithms for
tabular data classification. TabPFN [69] is a Transformer-based
model for fast classification of small datasets. GATE [70] is
a parameter-efficient deep learning architecture using gating
and decision tree ensembles for feature selection. [71] pro-
posed a hybrid probabilistic approach for table understanding,
dividing it into cell function classification, block detection,
and layout prediction using table cell embeddings from [72].
It analyzes table structure by identifying relationships between
spreadsheet blocks (regions with similar cell types). However,
since the authors did not release their code, we could not
include it as a baseline for comparison. Other works [73]–
[83] use supervised learning to capture complex relationships
and identify key features. However, these methods rely on
large labeled datasets and struggle with overfitting and lack
semantic/contextual understanding, particularly in metadata
classification. These limitations motivate the need for ap-
proaches that capture contextual, semantic, and positional
features to classify metadata in heterogeneous tabular data.

GReat [38] leverages an auto-regressive language model to
generate synthetic tabular data, incorporating textual encoding
but doesn’t address metadata classification or scalability for
complex datasets. Similarly, TabDDPM [39], a diffusion-
based model, excels in data augmentation and missing value
imputation but overlooks metadata classification. VIME [40]
employs self- and semi-supervised learning for unlabeled
tabular data, yet struggles with scalability. TabNet [41] uses
attention for sequential feature selection but faces computa-
tional challenges and fails to address metadata classification.
SuperTM [42] applies two-dimensional word embeddings to
tabular data but struggles with noisy data and scalability for
large datasets. While these methods advance unsupervised and
self-supervised learning for tabular data, they underscore the
need for an unsupervised model that improve performance and
address metadata classification.

The table discovery system serves data lake tables to end
users (e.g., data scientists) by enabling them to query and
explore tables relevant to their downstream analytic tasks. [84]
introduce an attribute-unionability framework that assesses
table similarity by evaluating attribute relatedness. Aurum [85]
leverages an enterprise knowledge graph (EKG) to capture and
query relationships among datasets in data lakes, focusing on
indexing and keyword search to identify related datasets based
on simple term matching from user queries. Alternatively,
some discovery systems support data navigation, allowing
users to explore tables in a data lake using an automatically
discovered organization of the tables. For instance, [86] em-
ploy a lineage graph to manage tables in a data lake. All of
these approaches rely on table metadata within the data lake
to identify relevant tables or tuples based on search keywords.

However, in real-world large-scale data lakes, metadata is
not perfect—it may be incomplete, inconsistent, or entirely
missing. In this work, we focus on improving and scaling up
accurate metadata identification and classification in tabular
data to help support accurate structural search. Structural
search in data lakes could make table search and discovery
more precise and accurate compared to just keyword-search
(used in absence of high-quality metadata) that usually blindly
treats the all table sections as data.

[18] recently performed line and cell classification in ver-
bose CSVs, focusing on CSV structure detection by identifying
cell types such as metadata, header, group, data, derived, notes
etc. Our work is similar to the part of their work on cell
classification, more precisely, the header cell classification.
For cell classification, they have used content, contextual and
computational features of the cell. Specifically, they have
analyzed the number of empty cells, the position of the row
or column, whether there is any empty column besides the
column being analyzed, block size, data type, etc. This analysis
is, however, purely cell-based and does not take into account
the compositional features of cells when they become tuples
or columns as well as the context, which we do. Another line
of work, Starmie [87] transforms columns into sequences and
fine-tunes BERT [44] using a contrastive learning framework,
where unionable and non-unionable column pairs serve as
training samples to find all tables that are unionable with
the query table. In contrast, our work focuses on metadata
classification in tables. In [34], two scalable binary metadata
classification architectures were introduced: one employing an
SVM model with a polynomial kernel that incorporates novel
positional features for each row and column of the table, and
another using an ensemble of BiGRU models with parallel
layers of embeddings. Both approaches are supervised. In
contrast, the approach described in this paper is unsupervised
and does not require labor-intensive labeling.

VI. CONCLUSION

In this paper, we address an important and challenging
problem of identifying and classifying complex multi-layer,
hierarchical vertical and horizontal metadata in Generally
Structured Tables (GST). We present an unsupervised, scalable
contrastive-learning approach and evaluate it on 6 large-scale,
heterogeneous datasets composed from thousands to millions
of sources. We outperform SOTA and LLMs in classifying
horizontal metadata (HMD) of deep levels (3-5) and for all
levels (1-3) of vertical metadata (VMD). LLMs with/without
RAG slightly outperform us with deltas of 4-5% in accuracy
for HMD level 1, but we significantly outperformed LLM-
s/LLMs+RAG with delta up to 29% for all other levels 2-5
HMD and up to 87% delta for VMD.
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